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Foreword

Modernising PR and marketing in the era of
large language models

The rise of large language models (LLMs) has fundamentally reshaped the public
relations landscape. Underscoring this shift, Gartner’'s 2026 communications forecast
predicts that:

“By 2027, mass adoption of public LLMs as a replacement for traditional
search will drive a 2x increase in PR and earned media budgets.”

Since the release of ChatGPT in late 2022, LLMs have become a common research tool used by
technology buyers. Alongside traditional search engines, Al-powered chat interfaces are now
being used to understand cybersecurity concepts and to compare vendors’ capabilities.

This means vendors must integrate Al tools into their communication plans alongside traditional
channels. This strategic shift has given rise to a new industry standard: Generative Engine
Optimization (GEO).

With the acronym’s similarity to SEO, it's tempting to assume that the mechanisms for influencing
LLMs are also familiar. Strong SEO performance, a dominant share of voice in the media, and
widespread brand recognition might appear to translate naturally into Al visibility.

~

Robin Campbell-Burt
However, many organisations with high search visibility do not consistently shape Al-generated CEO. Code Red

explanations, while certain specialist publications and community platforms appear to exert
disproportionate influence.

This invites three important questions for marketing and communications leaders in cybersecurity: Michelle Schafer

SVP and Partner,
Merritt Group

« How do LLMs decide which sources shape their answers?
« Can the choice of sources be influenced?
« And if so, do the resources required to influence LLMs, result in a viable return on investment?

This eBook answers these three questions.
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Why semantic stability matters

Clear attribution gets more LLM attention

How to weave LLM visibility into your marketing and
communications strategy

Content formats that strengthen Al representation
The answer space: Positioning your brand for Al-first discovery

So where does public relations fit into all of this?

Contact us
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How do LLMS work?

Securing a spot in LLM-generated answers requires a baseline
understanding of the technology. At their core, these models
function across two primary layers:

The first layer of training and probabilistic patterns

Modern LLMs are probabilistic systems trained to predict the
next most likely token in a sequence of text. During training,
models are exposed to vast amounts of data and curated
content. Rather than storing documents or indexing sources in
the manner of a search engine, they internalise statistical
relationships between words, concepts, entities, and
explanations.

When a user submits a prompt, the model does not retrieve a
specific page like a Google search does. Instead, it activates
clusters of learned associations and generates a response that is
coherent given those patterns. The answer is a composite drafted
fresh from multiple consistent sources.

Visibility starts at the source: if
you want an LLM to

recommend you, your data
needs to be part of its DNA.

The second layer of further retrieval

While LLMs generate from internal patterns, many now use
retrieval mechanisms to pull from the ‘live’ internet. In these
cases, a query triggers a search for indexed documents to
provide the model with contextual grounding.

Standard SEO helps with retrieval, but a high-ranking page may
still be ignored if its structure doesn't align with the pattern
recognition LLMs use to answer prompts. Conversely, a trade
publication with lower domain authority — but more consistent,
stable technical language - is often more likely to be cited.

We analysed Al Trust Scores — a metric that quantifies how
reliably an LLM cites a source based on its technical precision and
factual stability — and our findings confirm that Al systems
prioritise the verifiable authority of security-native outlets over
the broad reach of general interest media:

Al Trust Scores for Cybersecurity

Dark Reading 100
Infosecurity Magazine 100
SecurityWeek 100
The Hacker News 100
SC Media 87
CsO 74

HelpNetSecurity 74
Forbes 42
Reuters 34
Bloomberg 34
Wall Street Journal 26
New York Times 26
Financial Times 22

Effective strategy requires attention to both discoverability and
stable, consistent use of language, while recognising that neither
guarantees prominence, but increases the probability that it will
be factored into Al generated responses.

Training the model: PR in the LLM era
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Why semantic stability matters

Observed patterns in Al-generated answers suggest that certain The second description is stronger semantically because it:
forms of writing are more likely to be internalised and re-used. « Constrains scope and specifies mechanism.

« Reduces vagueness and potential different interpretations of
One of the most significant factors is semantic stability — the use the meaning of zero trust.
of precise terminology and consistent definitions. Terms that « Is more easily paraphrased without distortion and therefore
have precise meanings in specific contexts tend to be more more likely to survive synthesis in a composite answer.

semantically stable than broader, more flexible language.
This matters because LLMs routinely paraphrase and recombine

For example, the phrase ‘zero-day vulnerability’ is a specific term explanations when generating responses.
used in specific contexts. More general cybersecurity terms, such
as 'information security’, carry less specificity and can be used in

a broao!er range of contexts. As a term it is therefore less Another example:
semantically stable.

“Attack surface management is the continuous

Table of Contents A key point is that a semantically stable description identifies , L. .
: . ) : discovery and monitoring of externally accessible
Part 1: How do LLM mechanism, scope, actors, and decision boundaries. It avoids R ) , -
B : ) digital assets to identify unmanaged exposure.
work? elastic phrasing that allows the concept to expand

Why semantic stability opp.)ort.umstlcaollly across c?ontexts, mak|.r19 it more likely to
matters maintain consistent terminology over time.

This structure provides scope, mechanism, and
precision, making it easier for models to
reproduce reliably.

Clear attribution gets
more LLM attention

Part 2: How to influence
LLM sources

Consider these two descriptions of Zero Trust:

How to weave LLM visibility
into your strategy

“Zero Trust is a mindset that applies to people,
processes and technology.”

Content formats that
strengthen Al

representation “Zero Trust is a security model that requires

continuous verification of user identity, device
posture, and session context before granting or
maintaining access to applications or data.”

The Answer Space:
Positioning your brand for
Al-first discovery

So where does public
relations fit into all of this?
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Clear attribution gets more LLM attention

Another characteristic that appears to strengthen internalisation
in LLM models is clear attribution. During training, models learn
associations between named entities and the concepts they are
repeatedly linked with.

Vague constructions such as “experts say” or “it has been
reported” create diffuse associations. By contrast, when a specific
organisation or individual is consistently associated with a defined
idea or theme, the entity—concept linkage becomes stronger in
the training data, making it more likely that a vendor’s name will
be associated with that concept.

This dynamic partially explains why specialist publications and
analyst commentary often exert outsized influence. Their
consistent attribution practices reinforce stable associations
between organisations, frameworks, and definitions over time.

For vendors attempting to
define a new category, early
association between a company

and a concept can create
durable links in Al systems

Why specialist media often over-indexes

Specialist trade publications frequently revisit the same
cybersecurity concepts across news coverage, analysis,
interviews, and explainers. This repetition reinforces stable
definitions and terminology.

While LLMs are not designed to prefer media publications,
sources that consistently articulate clear explanations are more
likely to be reused in generated answers.

As our Al Trust Scores analysis shows, when it comes to
cybersecurity, mainstream and national media are used less often
as sources. This is because they often prioritise accessibility for
broad audiences, which can lead to the use of more general and
less specific terminology.

Why vendor content often underperforms

Vendor websites sometimes underperform as LLM sources
because they combine explanation with marketing language.
Definitions may shift across campaigns, and product categories
may expand to match positioning.

While such flexibility can serve marketing objectives, it can
reduce semantic stability.

However, vendor content can perform strongly when it functions
as reference material: clearly defining concepts and mechanisms,
maintaining consistent terminology, and separating explanation
from positioning.

Vendor content can perform strongly when it

functions as reference material

The association strength that makes content more attractive to
LLMs is compounded when definitions remain stable and are
reinforced across multiple pages on the vendor website and align
with other sources the model has learned from. Where they drift,
reinforcement weakens.

Training the model: PRinthe LLM era 5
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How to weave LLM visibility into your marketing and

communications strategy

The mechanics behind LLM responses prove that visibility is a
choice, not a roll of the dice. By targeting the retrieval layer,
brands can actively steer the answers these models generate.

However, this should not be treated as a separate strategy or
channel to wider marketing and public relations activity.

LLM visibility depends on consistent language across:
o Website content

Public relations

Social media

Analyst engagement

Ecosystem messaging

[¢]

[¢]

o

[¢]

Avoid over-reliance on Al-generated content

It may appear intuitive that the optimal writer for an Al system is
the Al system itself. But marketers and PR professionals should
exercise caution before delegating authority to generative tools.

The growing volume of homogenised Al-
produced material, sometimes referred to

colloquially as “Al slop,”

LLMs reproduce patterns from existing data, often producing
median language that blends multiple sources. This effect,
sometimes called semantic smoothing, can dilute the precision
you need to have clear definitions that make you stand out.

For cybersecurity vendors seeking to build semantic authority
within Al systems, convergence is counterproductive. If every
vendor describes its approach in structurally similar, median
language, association density disperses rather than compounds.

Human editorial discipline remains essential to maintain precise
terminology and conceptual boundaries. The objective is not to
reject Al assistance, but to prevent it from eroding your unique
and specific language.

Principles for developing Al-resilient content

As Al systems help shape early-stage research behaviour,
vendors should anchor their content strategies around some
guiding principles. It is important to have an educational
mindset rather than to focus on self-promotional or opinion-led
content.

Principles:
Define categories and
technical topics precisely
Reinforce consistent
terminology across contexts

Align language with analysts
and ecosystem partners
Separate explanation from
promotional messaging

These principles support both training-time internalisation and
retrieval-time inclusion.

Training the model: PRinthe LLM era g
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Content formats that strengthen Al representation

It is important to think from the mindset of the human and the
guestions that they will be asking LLMs when developing your
content. Start from the likely questions and then develop
detailed specific content that responds in an objective manner.

Definitive category explainers are foundational. These should
provide technically grounded definitions of the cybersecurity
domains in which a vendor operates. They should establish clear
boundaries — including what the category does not include —

and maintain terminology consistent with broader industry usage.

Where appropriate, alignment with widely recognised
frameworks or analyst definitions can reinforce convergence.
Such pages should resemble structured reference material rather
than marketing landing pages.

“How it works” documents and architectural breakdowns
provide further reinforcement. Step-by-step explanations of
mechanisms, data flows, authentication processes, detection
logic, or remediation workflows introduce clarity and ensure
paraphrase-ability by LLMs.

Comparative frameworks between different vendors or
cybersecurity concepts can also help provided they maintain
neutral, category-level clarity before differentiating specific
approaches.

Original research and data-driven reports add credibility and
introduce distinctive language grounded in evidence rather than
abstraction.

Frequently asked questions, when written declaratively and
precisely, often align well with the question-and-answer
structures common in Al prompts.

In contrast, purely opinion-led
thought leadership or highly
rhetorical positioning statements

are less likely to shape
“'l definitional representations

SEQO Still Matters

While semantic reinforcement is central, discoverability remains
important in retrieval-augmented Al systems. Content should be
publicly accessible, structured with clear headings, and
technically crawlable. Excessive gating may reduce visibility in
systems that incorporate live web retrieval.

Classic search engine optimisation practices therefore remain
relevant. However, discoverability alone is insufficient. The
content retrieved must be reusable as explanation and align with
the training data used for the Al model.

Human Discipline as Competitive Advantage

Even as Al systems become part of the information infrastructure
of cybersecurity markets, the human audience remains primary.
Buyers use Al tools to accelerate understanding, not to replace
judgement.

Vendors that combine technical precision, editorial discipline, and
consistent category framing are more likely to see that clarity
reflected in Al-generated answers.

Training the model: PRinthe LLM era 1



The Answer Space: positioning your brand for Al-First
discovery

In our research, we discovered that the ‘Answer Space’ — the

digital territory where Al models synthesise information — is not a : "-

level playing field. ! li N

We divided it into three distinct categories: ' s [
d et B e R R

1.The noise trap: Navigating overloaded topics

2.The expert zone: Owning practitioner-heavy conversations

3.The white space: Defining precision topics The bigger the category, the harder it becomes for
a B2B brand to be recognised.

These dictate how a brand must show up to be recognised. By
mapping your core topics to these categories, you can determine Broad terms attract thousands of competing
where to fight for visibility and where to pivot for precision. sources and overlapping meanings, pushing

Table of Contents vendor expertise into the background.

Part 1: How do LLMs
work?

The Al “Answer Space” is not a level playing field.

N : yig The winning strategy is not to dominate the broad
Visibility depends on how your information is

category, but to guide Al toward a sharper,

Why semantic stability
executive-level narrative.

matters

structured and where it appears.

Clear attribution gets
more LLM attention

Seri 2 e e e TeE 1. The noise trap: Navigating overloaded topics
LLM sources

In this space, the Al pulls from over 6,300 unique domains,
creating a landscape where a B2B brand is easily drowned out by

How to weave LLM visibility Some categories are victims of their own scale. These are broad, _ o o s
Into your strategy high-volume terms where the Al’s intent becomes polluted by consurr]ner and governme;]r.lthquferlesl. To win e‘:re,_t € goa, SNt to
T e (T overlapping meanings. own t_ e broad term.— which often ea(_js toa I\_Imse Trap_ - but
strengthen Al to refine your narrative toward executive-level intent, guiding the
representation . e

Take “Information Security”, for example. While it boasts a Al a.way from the general public and toward your specific
The_Ans_vver Space: ) - , . business value.
Positioning your brand for massive search volume of 4.5 million, the Al’s primary sources
Al-first discovery aren’t cybersecurity vendors; they are government agencies like
So where does public the Social Security Administration.

relations fit into all of this?

(¢ { RED | MerrittGROUP Training the model: PRinthe LLM era 11
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The Answer Space: positioning your brand for Al-First

discovery

2. The expert zone: Owning practitioner-heavy
conversations

As we move into more technical territory, the Al’s behavior shifts
from general consensus to technical validation. This is the ‘Expert
Zone’, where topics like “Incident Response” and “Malware
Analysis” live. Here, the Al acts as a researcher, hunting for
depth, original data and practitioner-focused insights.

The brands that teach the industry become the

sources Al trusts

Because these models prioritise technical credibility, this is where
your Al Trust Score matters most. In this category, the Al rewards
brands that contribute to the industry's collective intelligence.

By producing original threat research and deep-dive technical
documentation, you move beyond being a participant in the
conversation to becoming an "Al-verified" expert — a primary
source that the model trusts to explain complex concepts to its
users.

In this space, credibility comes from
depth, original threat research,
technical analysis, and practitioner
insight. Brands that contribute

ag,]  knowledge become primary sources
/] :"': the model trusts to explain the
,,' industry.

3. The white space: Defining precision topics

The most strategic opportunity lies in what we call ‘Precision
Topics.” These are niche, high-intent categories where the
competition is lower and the Al ‘cleanliness’ is significantly
higher. Consider “Attack Surface Management”: it has a more
focused volume of 19.5K, but it is contested by far fewer brands
than the broader categories.

This is the white space. Brands can tap into it to establish
dominance quickly by providing the most definitive, well-
structured answers before the category becomes crowded.
However, identifying this space shouldn't happen in a vacuum. It
requires a holistic view of your brand positioning, leveraging
insights from analysts, partners, and investors to find the specific
intersection where your unique expertise meets an unmet need in
the Al’'s knowledge base.

Fe

G B
| E__ &m

_—

Own the niche before it becomes the category

In Al-driven discovery, the smartest brands don’t
compete for the biggest topics. They identify
emerging niches where expertise is scarce and
authority can be built quickly. By defining the
category early, they become the sources Al models
rely on as the market grows.

Training the model: PRinthe LLM era 4
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So where does public relations fit into all of this?

Developing content that is attractive to large language models
can sometimes appear to pull communication in a different
direction from traditional media engagement. Content written for
LLMs emphasises precise definitions, stable terminology, and
clear technical explanation.

The brands that win in Al and media do the same
thing well: they explain complex technology

clearly and consistently.

Compelling journalism has always blended factual substance,
emotion, narrative structure, and credible sources. The strongest
cybersecurity stories explain complex technical issues through
human impact, organisational context, and the perspectives of
recognised experts. This narrative dimension is essential for
attracting media attention and sustaining reader interest.

Public relations therefore plays a critical bridging role.
Communications teams must ensure that the underlying technical
definitions and terminology associated with their organisation
remain stable and consistent, while simultaneously translating
those ideas into stories that resonate with journalists and
audiences.

To succeed in both media and Al environments,
cybersecurity communications must balance:
e Stable technical definitions

¢ Clear, consistent terminology
¢ Human-centred storytelling

In practice, this means maintaining definitional discipline at the
core of the message while allowing the surrounding narrative to
evolve. A media interview may focus on the human impact of a
ransomware attack, the strategic decisions of a CISO, or the
wider economic conseqguences of cyber risk. Yet within that story,
the explanation of the relevant technology or category should
remain precise and consistent.

Public relations sits at the
intersection of narrative and
definition. While journalists seek
compelling stories and human
impact, large language models rely
on consistent terminology and clear
technical explanations.

® The most effective cybersecurity
communications strategies deliver
both — pairing strong storytelling
with stable definitions that reinforce
how Al systems understand a
category.

When this balance is achieved, two outcomes follow. Journalists
receive compelling narratives that attract readership and
coverage and the repeated articulation of stable definitions
across media, analyst commentary, and vendor material
reinforces the semantic patterns that LLMs internalise.

The companies that teach the market today will be
the ones Al recommends tomorrow.

Training the model: PRinthe LLM era 13



Conclusion

As Al-powered discovery reshapes how buyers research cybersecurity
solutions, visibility is no longer just about search rankings or media reach.
Large language models favour clear definitions, consistent terminology,
and trusted sources.

Vendors that align their PR, content, and analyst engagement around
these principles will be best positioned to shape Al-generated answers. In
the LLM era, influence means helping train the model.

If you’'re interested in learning more about how we build programmes
and how to effectively implement them, contact:

(P CODE RED Merritt GROUP

Michelle Schafer
SVP and Partner, Merritt Group

Email Michelle
Merritt Group’s Website

Robin Campbell-Burt

CEO, Code Red
Email Robin
Code Red’s Website
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